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Summary
Solving mazes is a classic problem in computer science and artificial intelligence, and humans
have been constructing mazes for thousands of years. Although finding the shortest path
through a maze is a solved problem, this very fact makes it an excellent testbed for studying how
machine learning algorithms solve problems and represent spatial information. We introduce
maze-dataset, a user-friendly Python library for generating, processing, and visualizing datasets
of mazes. This library supports a variety of maze generation algorithms which can be configured
with various parameters, and the resulting mazes can be filtered to satisfy desired properties.
Also provided are tools for converting mazes to and from various formats suitable for a variety
of neural network architectures, such as rasterized images, tokenized text sequences, and
various visualizations. As well as providing a simple interface for generating, storing, and
loading these datasets, maze-dataset is extensively tested, type hinted, benchmarked, and
documented.

cfg = MazeDatasetConfig(
name = "test",
grid_n = 5,
n_mazes = 1,
maze_ctor = gen_dfs,
... # many, many options

)

ds = MazeDataset.from_config(cfg)

m: SolvedMaze = ds[0]

# # # # # # # # # # #
#  X X X #  #
#  # # # X # X #  #
#  # X # S  #
# # # # # X # # # # #
# X X X X X # E X X #
# X # # #  # # # X #
# X #  # X #
# X # # # # # # # X #
# X X X X X X X X X #
# # # # # # # # # # #

m.as_ascii()

m.as_pixels()

MazePlot(m)

m.as_tokens(...)

<ADJLIST_START> (2,4) <--> (3,4) ; (1,3) <--> (1,4) ; (2,4) <--> (2,3) ;
(1,4) <--> (0,4) ; (2,0) <--> (3,0) ; (4,4) <--> (4,3) ; (4,2) <--> (4,3) ;
(3,1) <--> (3,2) ; (3,0) <--> (4,0) ; (4,1) <--> (4,2) ; (0,1) <--> (0,0) ;
(0,2) <--> (0,3) ; (2,2) <--> (1,2) ; (0,2) <--> (0,1) ; (1,1) <--> (1,0) ;
(3,3) <--> (3,2) ; (1,0) <--> (0,0) ; (0,2) <--> (1,2) ; (2,1) <--> (2,2) ;
(4,0) <--> (4,1) ; (2,1) <--> (2,0) ; (3,2) <--> (2,2) ; (1,3) <--> (0,3) ;
(3,4) <--> (4,4) ; <ADJLIST_END>

<ORIGIN_START> (1,3) <ORIGIN_END> <TARGET_START> (2,3) <TARGET_END>

<PATH_START> (1,3) (0,3) (0,2) (1,2) (2,2) (2,1) (2,0) (3,0) (4,0) (4,1)
(4,2) (4,3) (4,4) (3,4) (2,4) (2,3) <PATH_END>

Figure 1: Usage of maze-dataset. We create a MazeDataset from a MazeDatasetConfig. This contains
SolvedMaze objects which can be converted to and from a variety of formats. A variety of generated
examples can be viewed on the examples page, and more information can be found in the documentation.
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Statement of Need
While maze generation itself is straightforward, the architectural challenge comes from building
a system supporting many algorithms with configurable parameters, property filtering, represen-
tation transformation, and reproducibility. This library aims to greatly streamline the process
of generating and working with datasets of mazes that can be described as subgraphs of an
𝑛 × 𝑛 lattice with boolean connections and, optionally, start and end points that are nodes in
the graph. Furthermore, we place emphasis on a wide variety of possible text output formats
aimed at evaluating the spatial reasoning capabilities of Large Language Models (LLMs) and
other text-based transformer models.

For interpretability and behavioral research, algorithmic tasks offer benefits by allowing sys-
tematic data generation and task decomposition, as well as simplifying the process of circuit
discovery (Räuker et al., 2023). Although mazes are well suited for these investigations, we
found that existing maze generation packages (Cobbe et al., 2019; Ehsan, 2022; Harries et
al., n.d.; Németh, 2019; Schwarzschild, Borgnia, Gupta, Bansal, et al., 2021) lack support
for transforming between multiple representations and provide limited control over the maze
generation process.

Related Works
A multitude of public and open-source software packages exist for generating mazes (Ehsan,
2022; Németh, 2019; Schwarzschild, Borgnia, Gupta, Bansal, et al., 2021). However, nearly
all of these packages produce mazes represented as rasterized images or other visual formats
rather than the underlying graph structure, and this makes it difficult to work with these
datasets.

• Most prior works provide mazes in visual or raster formats, and we provide a variety of
similar output formats:

– RasterizedMazeDataset, utilizing as_pixels(), which can exactly mimic the out-
puts provided in easy-to-hard-data (Schwarzschild, Borgnia, Gupta, Bansal, et
al., 2021) and can be configured to be similar to the outputs of Németh (2019)

– as_ascii() provides a format similar to Singla (2023) and Oppenheim (2018)
– MazePlot provides a feature-rich plotting utility with support for multiple paths,

heatmaps over positions, and more. This is similar to the outputs of many packages
(Alance AB, 2019; Ehsan, 2022; Guo et al., 2011; Nag, 2020).

• The text format provided by SolvedMaze(...).as_tokens() is similar to that of Liu &
Wu (2023) but with many more options, detailed in section: Tokenized Output Formats.

• Preserving metadata about the generation algorithm with the dataset itself is essential
for studying the effects of distributional shifts. Our package efficiently stores the dataset
along with its metadata in a single human-readable file (M. Ivanitskiy, n.d.). As far as
we are aware, no existing packages do this reliably.

• Storing mazes as images or adjacency matrices is not only difficult to work with, but
also inefficient. We use a highly efficient method detailed in section: Implementation.

• Our package is easily installable with source code freely available. It is extensively tested,
type hinted, benchmarked, and documented. Many other maze generation packages lack
this level of rigor and scope, and some (Ayaz et al., 2008) appear to simply no longer be
accessible.
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Features
We direct readers to our examples, docs, and notebooks for more information. Our package
can be installed from PyPi via pip install maze-dataset, or directly from the git repository
(Michael I. Ivanitskiy et al., 2023a).

Datasets of mazes are created from a MazeDatasetConfig configuration object, which allows
specifying the number of mazes, their size, the generation algorithm, and various parameters for
the generation algorithm. Datasets can also be filtered after generation to satisfy certain prop-
erties. Custom filters can be specified, and some filters are included in MazeDatasetFilters.

Visual Output Formats
Internally, mazes are SolvedMaze objects, which have path information and an array optimized
for storing sub-graphs of a lattice. These objects can be converted to and from several formats,
shown in Figure 2, to maximize their utility in different contexts.

In previous work, maze tasks have been used with Recurrent Convolutional Neural Network
(RCNN) derived architectures (Schwarzschild, Borgnia, Gupta, Huang, et al., 2021). To
facilitate the use of our package in this context, we replicate the format of Schwarzschild,
Borgnia, Gupta, Bansal, et al. (2021) and provide the RasterizedMazeDataset class which
returns rasterized pairs of (input, target) mazes as shown in Figure 3.

as_pixels() as_ascii() MazePlot()

NumPy array of dtype=uint8

and shape (height*2+1,

width*2+1, 3). The last
dimension is RGB color.

Simple text format for display-
ing mazes, useful for debugging
in a terminal environment. Text
representation of as_pixels().

Feature-rich plotting utility
with support for multiple paths,
heatmaps over positions, and
more.

# # # # # # # # # # #
# X X X # #
# # # # X # X # #
# # X # S #
# # # # # X # # # # #
# X X X X X # E X X #
# X # # # # # # X #
# X # # X #
# X # # # # # # # X #
# X X X X X X X X X #
# # # # # # # # # # # 0 1 2 3 4

col

0

1

2

3

4

ro
w

Figure 2: Various output formats. Top row (left to right): ASCII diagram, rasterized pixel grid, and
advanced display tool.

Figure 3: Input is the rasterized maze without the path marked (left), and provide as a target the maze
with all but the correct path removed (right). Configuration options exist to adjust whether endpoints
are included and if empty cells should be filled in.
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Tokenized Output Formats
Autoregressive transformer models can be quite sensitive to the exact format of input data,
and may even use delimiter tokens to perform reasoning steps (Pfau et al., 2024; Spies et
al., 2024). To facilitate systematic investigation of the effects of different representations of
data on text model performance, we provide a variety of text output formats, with an example
given in Figure 4. We utilize Finite State Transducers (Gallant, 2015) for efficiently storing
valid tokenizers.

<ADJLIST_START> (0,0) <--> (1,0) ; (2,0) <--> (3,0) ; (4,1) <--> (4,0) ; (2,0) <--> (2,1) ;

(1,0) <--> (1,1) ; (3,4) <--> (2,4) ; (4,2) <--> (4,3) ; (0,0) <--> (0,1) ; (0,3) <--> (0,2) ;

(4,4) <--> (3,4) ; (4,3) <--> (4,4) ; (4,1) <--> (4,2) ; (2,1) <--> (2,2) ; (1,4) <--> (0,4) ;

(1,2) <--> (0,2) ; (2,4) <--> (2,3) ; (4,0) <--> (3,0) ; (2,2) <--> (3,2) ; (1,2) <--> (2,2) ;

(1,3) <--> (0,3) ; (3,2) <--> (3,3) ; (0,2) <--> (0,1) ; (3,1) <--> (3,2) ; (1,3) <--> (1,4) ;

<ADJLIST_END> <ORIGIN_START> (1,3) <ORIGIN_END> <TARGET_START> (2,3) <TARGET_END>

<PATH_START> (1,3) (0,3) (0,2) (1,2) (2,2) (2,1) (2,0) (3,0) (4,0) (4,1) (4,2) (4,3) (4,4)

(3,4) (2,4) (2,3) <PATH_END>

Figure 4: Example text output format with token regions highlighted. Adjacency list : text representation
of the graph, Origin : starting coordinate, Target : ending coordinate, Path : maze solution sequence.
By passing an instance of MazeTokenizerModular to as_tokens(...) a maze can be converted to a text
sequence. The MazeTokenizerModular class contains a rich set of options with 19 discrete parameters,
resulting in over 5.8 million unique possible tokenizers.

Implementation
Using an adjacency matrix for storing mazes would be memory inefficient by failing to exploit
the highly sparse structure, while using an adjacency list could lead to a poor lookup time.
This package utilizes a simple, efficient representation of mazes as subgraphs of a finite lattice,
detailed in Figure 5, which we call a LatticeMaze.

Maze 𝐴[0] (downward) 𝐴[1] (rightward)

⎡⎢
⎣

1 1 1
0 0 1
0 0 0

⎤⎥
⎦

⎡⎢
⎣

1 0 0
0 1 0
1 1 0

⎤⎥
⎦

Figure 5: We describe mazes with the following representation: for a 2-dimensional lattice with 𝑟
rows and 𝑐 columns, we initialize a boolean array 𝐴 = {0, 1}2×𝑟×𝑐 which we refer to in the code as a
connection_list. The value at 𝐴[0, 𝑖, 𝑗] determines whether a downward connection exists from node
[𝑖, 𝑗] to [𝑖 + 1, 𝑗]. Likewise, the value at 𝐴[1, 𝑖, 𝑗] determines whether a rightward connection to [𝑖, 𝑗 + 1]
exists. Thus, we avoid duplication of data about the existence of connections and facilitate fast lookup
time, at the cost of requiring additional care with indexing.

Our package is implemented in Python (Rossum, 1995), and makes use of the extensive
scientific computing ecosystem, including NumPy (Harris et al., 2020) for array manipulation,
plotting tools (Hunter, 2007; Waskom, 2021), Jupyter notebooks (Kluyver et al., 2016), and
PySR (Cranmer, 2023) for symbolic regression.
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Benchmarks
We benchmarks for generation time across various configurations in Table 1 and Figure 6.
Experiments were performed on a standard GitHub runner without parallelism. Additionally,
maze generation under certain constraints may not always be successful, and for this we provide
a way to estimate the success rate of a given configuration, described in Figure 7.

maze_ctor keyword args all sizes
small
𝑔 ≤ 10

medium
𝑔 ∈ (10, 32]

large
𝑔 > 32

dfs 28.0 2.8 20.3 131.8
dfs accessible_cells=20 2.3 2.2 2.4 2.2
dfs do_forks=False 2.7 2.2 3.1 3.5
dfs max_tree_depth=0.5 2.5 2.0 2.7 4.0
dfs_percolation p=0.1 43.9 2.8 33.9 208.0
dfs_percolation p=0.4 48.7 3.0 36.5 233.5
kruskal 12.8 1.9 10.3 55.8
percolation p=1.0 50.2 2.6 37.2 242.5
recursive_div 10.2 1.7 8.9 42.1
wilson 676.5 7.8 188.6 3992.6
mean 559.9 13.0 223.5 3146.9
median 11.1 6.5 32.9 302.7

Table 1: Generation times in milliseconds for various algorithms and maze sizes. More information can
be found on the benchmarks page.

2 4 8 16 32 64
Maze Size (grid_n)

100

101
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104

ge
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(m

s)

Maze Size vs Generation Time
Maze Generation Method

gen_dfs
gen_dfs_percolation
gen_kruskal
gen_wilson
gen_recursive_division
gen_percolation

Figure 6: Plot of maze generation time. Generation time scales roughly exponentially with maze size for
all algorithms. Generation time per maze does not depend on the number of mazes being generated, and
there is minimal overhead to initializing the generation process for a small dataset. Wilson’s algorithm
is notably less efficient than others and has high variance. Note that values are averaged across all
parameter sets for that algorithm. More information can be found on the benchmarks page.
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Figure 7: In order to replicate the exact dataset distribution of (Schwarzschild, Borgnia, Gupta, Bansal,
et al., 2021), the parameter MazeDatasetConfig.endpoint_kwargs allows for additional constraints,
such as enforcing that the start or end point be in a “dead end” with only one accessible neighbor cell.
However, combining these constraints with cyclic mazes can lead to an absence of valid start and end
points. To deal with this, our package provides a way to estimate the success rate of a given configuration
using a symbolic regression model trained with PySR (Cranmer, 2023). An example of both empirical and
predicted success rates as a function of the percolation probability 𝑝 for various maze sizes, percolation
with and without depth first search, and endpoint_kwargs requiring that both the start and end be in
unique dead ends. Empirical measures derived from a sample of 128 mazes. More information can be
found on the benchmarks page and in the notebook estimate_dataset_fractions.ipynb.

Usage in Research
This package was originally built for the needs of the maze-transformer project (Michael
I. Ivanitskiy et al., 2023b), which aims to investigate spatial planning and world models in
autoregressive transformer models trained on mazes (Michael Igorevich Ivanitskiy, Spies, et al.,
2023; Michael Igorevich Ivanitskiy, Shah, et al., 2023; Spies et al., 2024). It was extended for
work on understanding the mechanisms by which recurrent convolutional and implicit networks
(Fung et al., 2022) solve mazes given a rasterized view (Knutson et al., 2024), which required
matching the pixel-padded and endpoint constrained output format of Schwarzschild, Borgnia,
Gupta, Bansal, et al. (2021). Ongoing work using maze-dataset aims to investigate the
effects of varying the tokenization format on the performance of pretrained LLMs on spatial
reasoning.

At the time of writing, this software package has been actively used in work by other groups:

• By Nolte et al. (2024) to compare the effectiveness of transformers trained with
the MLM-𝒰 (Kitouni et al., 2024) multistep prediction objective against standard
autoregressive training for multi-step planning on our maze task.

• By Wang et al. (2024) and Chen et al. (2024) to study imperative learning.

• By Zhang et al. (2025a) to introduce a novel framework for reasoning diffusion models.

• By Dao & Vu (2025) to improve spatial reasoning in LLMs with GRPO.

• By Cai et al. (2025) to create a multimodal reasoning benchmark, via mazes in videos.

• By Xu et al. (2025) to study visual planning in LLMs.

• By Lee et al. (2025) to evaluate adaptive inference-time scaling with diffusion models
on maze navigation tasks.

• By Zhang et al. (2025b) to test verifier-free diffusion models.
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